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Large-scale LLM agent serving suffers from resource fragmenta- 55297 ] Flash-Searcher
tion due to task-level resource allocation. We present Wenbo, a 55 164
scalable agent reasoning system based on dynamic DAG sched- 3 g
uling. Wenbo consists of three components: a Director that incre- E 5 129 0.98 1.06
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balance between resource availability and workload demands. For
example, with one GPU and 1,024 CPUs, the potential speedup can
be 1,024x for CPU-heavy workloads with suitable DAG structures.
In addition, we introduce ARGB, an agent reasoning graph bench-
mark comprising real-world workloads and configurable synthetic
workloads. Experiments show that Wenbo achieves 1.4-3.8x higher
throughput than Flash-Searcher on real-world workloads, with even
much larger gains on synthetic workloads. Our code is available at
https://github.com/wenbo-project/wenbo.

CCS Concepts

« Computer systems organization — Distributed architectures;
Cloud computing; - Computing methodologies — Artificial intel-
ligence.
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1 Introduction

The remarkable reasoning capabilities of large language models
(LLMs) have made LLM-based agents a powerful paradigm for solv-
ing complex Web tasks that require planning, tool use, memory
access, and interaction with external environments. By combining
LLM inference with external tools and control logic, agent frame-
works such as LangChain, AutoGen, and BabyAGI support appli-
cations ranging from code generation to multi-step research assis-
tance [4, 14, 25]. As these applications evolve toward large-scale
Web services with massive numbers of concurrent agent tasks, effi-
ciently managing the computation and resources required by agent
reasoning becomes an increasingly important systems challenge.
Existing agent systems typically adopt a task-centric execution
model, in which each task is assigned a fixed bundle of resources,
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Figure 1: Throughput of Wenbo and Flash-Searcher on four
datasets under GPU-limited (2 GPUs, 8 CPUs) and CPU-

limited (8 GPUs, 2 CPUs) configurations.

such as GPUs and CPUs, for its entire lifetime [13]. This model
is poorly suited to agent workloads because execution involves
heterogeneous stages with different resource requirements. LLM
inference is primarily GPU-intensive, whereas tool invocation, re-
trieval, data processing, and orchestration typically rely on CPUs.
These stages alternate dynamically, leaving some allocated resources
idle while others remain busy. Such coarse-grained resource own-
ership causes resource fragmentation and limits cluster utilization.
Scaling agent services therefore requires decoupling individual com-
putation steps from task-level resource allocation.

Recent advances in LLM reasoning, exemplified by Graph-of-
Thoughts [3] and subsequent work on graph-structured reason-
ing [28], demonstrate the benefits of organizing reasoning as inter-
connected steps rather than a linear sequence. Inspired by this in-
sight, we represent agent execution as a dynamic reasoning graph,
where nodes denote computation steps and edges encode depen-
dencies. This representation exposes opportunities for node-level
parallelism: independent steps can execute concurrently, even across
different agent tasks. Figure 1 illustrates the benefits of this ap-
proach. Across real-world workloads under both GPU-limited and
CPU-limited configurations, our global node-level scheduling strat-
egy achieves 1.4x-3.8x higher throughput than Flash-Searcher [17].

Motivated by this observation, we present Wenbo, a DAG-centric
execution system for massive agent reasoning workloads. As shown
in Figure 2, Wenbo decouples agent reasoning from resource man-
agement through three major components. The Director transforms
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Figure 2: Architecture of Wenbo.

incoming agent tasks into dynamic reasoning graphs and incre-
mentally materializes executable DAG flows according to interme-
diate reasoning states. The Scheduler maintains a global view of ex-
ecutable computation nodes across all active DAGs and dispatches
them to heterogeneous GPU and CPU workers based on their com-
putation requirements. The Workers execute individual computa-
tion nodes and exchange intermediate results through a shared
execution layer. By separating reasoning orchestration, resource
scheduling, and hardware execution, Wenbo enables fine-grained
resource sharing and scalable parallel execution across heteroge-
neous computing resources.

We further develop a theoretical model to characterize the through-

put advantage of node-level scheduling over task-level schedul-
ing. Our analysis shows that the key to throughput gains is the
alignment between resource supply and workload demand: when
both imbalances favor the same resource type, node-level sched-
uling can substantially improve resource utilization and through-
put. Under idealized assumptions, the gain can approach the scale
of the resource-count imbalance. For example, with one GPU and
1,024 CPUs, the gain can reach the order of 1,024x when workload
demands and DAG dependencies permit effective resource utiliza-
tion.

To enable systematic evaluation of agent reasoning systems, we
introduce the Agent Reasoning Graph Benchmark (ARGB). It com-
prises real-world workloads (ARGB-R) derived from Strategy QA [5],
MuSiQue [23], ToolBench/ToolLLM [18], and ALFWorld [19], as
well as configurable synthetic workloads (ARGB-S). Our evalua-
tion demonstrates that Wenbo not only delivers the throughput im-
provements described above but also achieves utilization improve-
ment ratios of 1.36x-2.71x. Under mixed-priority workloads, it re-
duces P99 first-service waiting time by 2.3x-26.0x and lowers av-
erage P99 end-to-end response time by 1.55x. On synthetic work-
loads with highly imbalanced resource demands, Wenbo achieves
even larger performance gains, further demonstrating the advan-
tages of fine-grained scheduling under heterogeneous resource con-
straints.

Contributions. This paper makes the following contributions.

We identify task-level resource allocation as a bottleneck in
large-scale agent reasoning and motivate node-level paral-
lelism.

« We implement Wenbo, a scalable agent reasoning system
that enables efficient node-level parallelism by dynamic
DAG scheduling and heterogeneous GPU/CPU execution.

« We model the throughput gains of node-level scheduling
and bound its speedup by resource and workload imbal-
ance.

« We introduce ARGB, a benchmark comprising real-world

and synthetic agent reasoning workloads.

2 System Design

As shown in Figure 2, Wenbo consists of three major components:
the Director, which manages the evolution of reasoning graphs and
generates executable computation plans; the Scheduler, which per-
forms global dependency-aware node scheduling across heteroge-
neous workers; and the Workers, which execute individual compu-
tation nodes and provide runtime feedback.

2.1 Director: Dynamic DAG Generation

The Director serves as the reasoning control plane of Wenbo. Un-
like a traditional workflow planner that generates a fixed execu-
tion graph before runtime, the Director manages a dynamically
evolving reasoning process, where future computation steps may
depend on intermediate execution results.

Given an incoming agent task, the Director first analyzes the
task objective and constructs an initial reasoning graph. Each node
in the reasoning graph represents an atomic reasoning or compu-
tation step, such as LLM inference, tool invocation, retrieval, verifi-
cation, or data processing, while edges represent logical dependen-
cies among these steps. The reasoning graph captures the semantic
structure of how the agent solves a problem, rather than only the
execution order.

To enable distributed execution, the Director incrementally ma-
terializes executable DAG flows from the current reasoning graph.
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During this process, the Director identifies executable computa-
tion nodes, determines their dependency constraints, and anno-
tates each node with execution requirements, including compu-
tation type and resource preference. The generated DAG there-
fore serves as an execution representation of the current reason-
ing state, which can be directly consumed by the Scheduler for
distributed execution.

The reasoning graph is continuously updated throughout task
execution. Intermediate results produced by Workers may reveal
new information, invalidate previous assumptions, or introduce ad-
ditional reasoning requirements. Upon receiving execution feed-
back, the Director evolves the reasoning graph by creating new
nodes, refining dependencies, expanding new execution branches,
or terminating unnecessary computation paths. It then incremen-
tally updates the corresponding executable DAG flows. This dy-
namic graph evolution enables Wenbo to support open-ended agent
reasoning, where the complete execution plan is not required to be
known before execution begins.

In addition to reasoning graph management, the Director main-
tains the global context state of each agent task. It manages the life-
cycle of intermediate data generated across different computation
nodes, tracks dependencies among data objects, and provides re-
quired context when new reasoning steps are generated. By main-
taining both the evolving reasoning graph and the associated task
context, the Director bridges high-level agent reasoning with low-
level distributed execution.

2.2 Scheduler: DAG-aware Node Scheduling

The Scheduler is the execution control plane of Wenbo. Its primary
responsibility is to map executable DAG nodes to appropriate het-
erogeneous computing resources. Based on the node types and re-
source requirements specified by the Director, the Scheduler dis-
patches each node to a suitable GPU or CPU worker. It contin-
uously monitors resource availability and execution progress, al-
lowing nodes from the same DAG as well as nodes from different
DAGs to execute concurrently. In this way, the Scheduler separates
the logical reasoning plan from its physical execution and enables
Wenbo to efficiently utilize a heterogeneous cluster.

The Scheduler also provides elastic fault tolerance for distributed
execution. Workers may fail due to hardware failures, resource ex-
haustion, network errors, or other runtime issues. When a worker
failure is detected, the Scheduler identifies the affected nodes and
reschedules retryable tasks to other suitable workers without restart-
ing the entire DAG. Since the execution state and intermediate
results of completed nodes are preserved, Wenbo can recover at
the granularity of individual DAG nodes and avoid unnecessary
recomputation. This design allows the system to continue making
progress despite failures in the underlying worker pool.

In addition, the Scheduler maintains the runtime state of active
DAGs, including node execution status, worker assignments, and
intermediate results. It communicates execution updates to the Di-
rector, enabling the latter to refine the reasoning plan based on in-
termediate outcomes. When the Director introduces new nodes or
modifies dependencies, the Scheduler incorporates these changes
into the active execution state and continues scheduling eligible
nodes. The Scheduler thus connects the evolving reasoning process

managed by the Director with the physical computation performed
by Workers.

2.3 Worker: Heterogeneous Node Execution

Workers are the execution layer of Wenbo. Their primary responsi-
bility is to execute individual DAG nodes dispatched by the Sched-
uler. Upon receiving a task, a worker obtains the required inputs
and execution context, performs the corresponding computation,
and produces the node output. Workers are agnostic to the global
reasoning process and focus on reliably executing the specific com-
putation assigned to them.

Workers also manage their local computing resources, including
GPUs, CPUs, memory, models, and runtime environments. Each
worker maintains the state of its available resources and exposes
this information to the Scheduler, allowing the Scheduler to make
resource-aware placement decisions. For GPU workers, this may
include managing model instances, GPU memory, and inference
environments; for CPU workers, it may include managing CPU
capacity, memory, and execution environments. This local resource
management hides hardware-specific details from the higher-level
scheduling layer.

Finally, Workers continuously provide execution feedback to
the Scheduler. In addition to the output of each DAG node, this
feedback includes execution status, resource utilization, execution
time, failures, and other runtime information. The Scheduler uses
this information to update the current DAG execution state and
make subsequent scheduling decisions, while the Director can use
relevant execution outcomes to determine whether the reasoning
DAG should be further updated. Workers therefore close the ex-
ecution loop between physical computation, scheduling, and the
evolution of agent reasoning.

3 Scheduling Analysis

Consider a computing pool with Ngpy identical GPUs and Ncpy
identical CPUs. An infinite stream of homogeneous agent tasks
arrives. Each task is pre-converted into a DAG of computational
nodes. Every node is either a GPU node or a CPU node and has
unit execution time. The total GPU work and total CPU work of
one task are denoted by 7gpy > 0 and 7cpy > 0, respectively.
There are no cross-task dependencies, and nodes from different
tasks may execute concurrently, provided intra-task dependencies
are respected.

3.1 Node-Level vs. Task-Level Scheduling

Definition 3.1 (Task-level parallelism, baseline). The system main-
tains a queue of tasks. At most K = min(Ngpy, Ncpy) tasks can be
in service simultaneously. Each admitted task is allocated exactly
one GPU and one CPU, and it holds both resources until comple-
tion. Its DAG nodes are scheduled on this fixed resource pair as
soon as their intra-task dependencies allow.

LEMMA 3.2 (EXECUTION TIME AND THROUGHPUT OF TASK-LEVEL
PARALLELISM). Let Ty, g be the minimum wall-clock execution time
of one task under Definition 3.1. Then

max(rgpy, 7cpu) < Trask < Tgpu + Tepu- (1)



Moreover, the steady-state throughput of task-level parallelism is

K
Opask = Tog
tas
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where K = min(NGPU, NCPU)'

ProoF oF LEMMA 3.2. A task receives exactly one GPU and one
CPU. The GPU must spend a total of 7gpy busy time and the CPU
must spend a total of 7cpy busy time. Even with perfect overlap,
the task cannot finish before both totals have been served, hence
before max(zgpy, 7cpy)-

Conversely, because there are only two resources and the task is
a DAG, at least one of the two resources can always be busy until
the task completes. Indeed, if work remains, any source node in
the remaining DAG has all dependencies satisfied and is ready to
execute on either the GPU or the CPU. Therefore the makespan
cannot exceed the total busy time 7gpy + 7cpy-

Since K tasks are in service simultaneously and each completes
after Ti,q, the departure rate is K /Ty, ]

Definition 3.3 (Node-level parallelism). All nodes of all tasks are
submitted to a global scheduler that can map any GPU node to any
idle GPU and any CPU node to any idle CPU as soon as its intra-
task dependencies are met. There is no restriction that a task must
be assigned to a fixed resource pair, and nodes from different tasks
may be interleaved freely.

LEMMA 3.4 (IDEAL THROUGHPUT OF NODE-LEVEL PARALLELISM).
Under Definition 3.3, zero scheduling overhead, and perfect cross-task
pipelining, the maximal system throughput is

. (Nepu  Ncpu
Onode = m1n<— —) . 3)

Gru  TCPU
ProoF oF LEMMA 3.4. Let p denote the steady-state task com-
pletion rate. Each completed task consumes 7gpy GPU busy time
and 7cpy CPU busy time. Therefore, p 7gpy < Ngpy and p 7cpy <

Ncpy. Hence
. <NGPU NCPU>
p <min| ——, — ).
TGpU  TCPU

Under the ideal assumptions, the bottleneck resource can be kept
fully occupied by interleaving nodes from different tasks, so the
upper bound is achievable. O

THEOREM 3.5 (THROUGHPUT IMPROVEMENT FACTOR). Let A =
Onode/Oyq be the throughput improvement factor of Node-level paral-
lelism over task-level parallelism. Then

Amin € A4 < Apax (4)
where
P nTaX(TGPUaTCPU) . (NGPU’ NCPU)’ )
min(Ngpy, Ncpy) TGPU  TCPU
A = .TGPU""TCPU . (NGPU’ NCPU). ©
min(Ngpy, Ncpu) TGPU  TCPU
Proor. Let

N N
K = min(NGPU, NCPU)’ D= mln(ﬂ ﬂ) .

TGpUu  TCPU
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From Lemma 3.2 and Lemma 3.4,
1= G)node _ D _ Ttask
G')task K / Ttask K

By Lemma 3.2, Eq. (1),

max(tcpy, 7cpu) < Trask < TGpu + Tcpu-
Because K > 0 and D > 0, multiplying the latter inequality by
D/K preserves the ordering:
max(tGpy, Tcpy) D < Task < Taru +Tcpy
K K K
Substituting the definitions of K and D yields exactly (5)-(6). O

D.

COROLLARY 3.6 (TIGHTNESS OF THE GAIN RANGE). Foranygpy, Tcpy >

0, the throughput gain satisfies
1 < Anin €4 € Apax < 240, (7)

and, more precisely,

min(zgpy; Tcpu)

max(7Gpy, 7cpu)

Proor. Immediate from dividing (6) by (5). The ratio is at most
2 because 7gpy + Tcpy < 2 max(zgpy, Tepy), and strictly greater
than 1 because min(zgpy, 7cpy) > 0. O

Amax _ TGpu t TcpU

Amin  max(zgpy, Tcpy)

e (1,2]. (8)

Corollary 3.6 shows that the lower bound is a useful predic-
tor of the throughput gain: the actual gain is at most twice Ayjp.
The bounds are tightest when GPU and CPU workloads are highly
skewed, in which case their ratio approaches one. They are widest
when the two workloads are equal, but the uncertainty remains
within a factor of two. Thus, device counts and per-task resource
demands provide a useful estimate of the potential benefit without
requiring detailed DAG-level analysis.

3.2 Quick Estimation of Throughput Gain
Recall from Theorem 3.5 that the throughput gain of DAG-node-
level scheduling over task-level scheduling is A = DT.a/K. For
quick estimation, we use T, = max(zgpy, 7cpy), which provides
a conservative estimate of the throughput gain under the idealized
model, without requiring detailed DAG topology analysis.

Case 1: Device Counts and Task Workloads Are Known. When
both device counts and per-task workloads are known, substitut-
ing the above approximation yields:
max(rGpy, Tcpu) . (NGPU NCPU) )
min(Ngpu, Nepu) wGpU  TCPU /-

This expression can be simplified according to the relative sizes
of the device pools and task workloads:

. (NGPU TGPU> Ngpu 2 Ncpus
in ,

A=

Nepu” Tepy TGPU 2 TCPU»
A=qo (NCPU TCPU> Nepu < Nepus (10)
Ngpy’ tapu/’  Tepu < Tcpus
1, otherwise.

When device imbalance and workload imbalance are in the same

direction, the estimated gain is the smaller of the two ratios. Oth-
erwise, the estimated gain is approximately 1x. Example: With 1
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Table 1: Task sources, graph structures, and resource composition of ARGB-R.

Dataset Task Type Graphs Nodes  Edges Avg.Depth GPU/CPU Ratio
StrategyQA  Factual reasoning and Boolean QA 2,061 7,642 6,090 2.67 73.6% / 26.4%
MuSiQue Multi-hop evidence reasoning 19,938 95,044 85,668 4.25 57.3% / 42.7%
ToolBench  Tool selection and invocation 26,999 124,408 131,936 3.20 41.1% / 58.9%
ALFWorld Embodied planning and interaction 6,374 76,455 79,065 10.69 44.4% | 55.6%
Total Four public task sources 55,372 303,549 302,759 4.42 47.8% / 52.2%

GPU, 1,024 CPUs, and per-task workloads of 1 GPU unit and 64
CPU units, the estimated gain is 64x.

Case 2: Only Device Counts Are Known. When only device counts
are available, the workload imbalance is unknown. We can esti-
mate the potential gain by assuming that the workload imbalance
is in the same direction as, and at least as large as, the device imbal-
ance. Substituting this assumption into the approximation in Case
1 yields:

1 méX(NGPU’NCPU). (1)
min(Ngpy, Nepy)
Example: With 1 GPU and 1,024 CPUs, the potential gain can be
on the order of 1,024x, assuming a CPU/GPU workload ratio of at
least 1,024 and suitable DAG structures.

Case 3: Only Workload Composition Is Known. When device counts
are unknown but the GPU/CPU workload composition is available,
we can estimate the ideal resource provisioning ratio and the cor-
responding throughput gain. The ideal provisioning ratio balances
GPU and CPU processing capacities. Under this ratio, the device
and workload imbalances are aligned. Substituting it into the same-
direction branch of Case 1 gives:

Nopu _ 7opu __ max(7gpy, 7cpu)

— = = iz — "

Neru  Tcpu min(7Gpy, 7cpu)
Example: If GPU and CPU workloads account for 20% and 80% of
the total workload, respectively, the recommended GPU/CPU pro-
visioning ratio is 1:4, with an estimated throughput gain of 4x un-
der this provisioning.

(12)

4 ARGB: Agent Reasoning Graph Benchmark

We introduce ARGB (Agent Reasoning Graph Benchmark) to stan-
dardize agent reasoning workloads and evaluate large-scale agent
execution systems. ARGB represents each task as a directed acyclic
graph (DAG), where nodes denote atomic operations, such as LLM
inference and tool invocation, and edges encode execution depen-
dencies. Each node specifies its resource type (GPU or CPU), mem-
ory requirements, and execution latency. The benchmark comprises
two subsets: ARGB-R, derived from public task datasets, and ARGB-
S, generated using a parameterized synthetic workload generator.

4.1 ARGB-R: Real-World Workloads

ARGB-R is derived from four public agent reasoning task datasets:
StrategyQA [5], MuSiQue [23], ToolBench/ToolLLM [18], and ALF-
World [19]. These datasets cover factual reasoning, multi-hop evi-
dence reasoning, tool use, and embodied interaction, respectively.

Table 1 summarizes their graph statistics and resource composi-
tions. We construct ARGB-R in three steps.

First, we extract task-specific information from each dataset,
including questions and supporting facts from StrategyQA; ques-
tions and evidence passages from MuSiQue; task descriptions, avail-
able tools, and invocation traces from ToolBench; and goals, envi-
ronment descriptions, and action sequences from ALFWorld.

Second, we provide the extracted information to deepseek-v4-
flash and prompt it to construct a DAG that captures each task’s
reasoning and execution dependencies. Subtasks are represented
as nodes, and directed edges encode prerequisite relationships. We
assign LLM-intensive operations, such as reasoning, planning, and
answer generation, to GPUs, while tool invocation, environment
interaction, and deterministic processing are assigned to CPUs.

Finally, we normalize the generated graphs into a unified JSON
format. Each graph records its source dataset, each node contains
an identifier, execution prompt, and resource label, and each edge
specifies a source-destination pair. This unified representation en-
ables consistent workload processing and scheduling across differ-
ent task domains.

4.2 ARGB-S: Synthetic Workloads

ARGB-S uses a parameterized generator to produce reproducible
DAG workloads with configurable graph structures, resource re-
quirements, and task concurrency. It adopts the same graph repre-
sentation and JSON schema as ARGB-R, enabling controlled eval-
uation under diverse workload conditions.

The generator varies the number of layers, layer widths, and
connectivity to produce DAGs with different sizes, dependency
structures, and degrees of parallelism. By assigning uniform execu-
tion times to all nodes, these workloads isolate the effects of graph
topology and dependency constraints, allowing us to evaluate how
effectively schedulers exploit intra-task parallelism.

The generator also controls the proportions of CPU and GPU
nodes. Because each node can execute only on a compatible re-
source, resource contention can delay ready nodes even when all
nodes have identical execution times. These workloads therefore
evaluate how schedulers coordinate dependency readiness with re-
source availability and how resource composition affects schedul-
ing performance.

Finally, the generator supports batches of independent DAGs
that share a common pool of CPU and GPU resources. By varying
the number of concurrent DAGs, we control inter-task contention
and the number of competing ready nodes. The scheduler must al-
locate heterogeneous resources across tasks while respecting their
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Figure 3: Throughput scaling with CPU resources on ARGB-R, with 2 GPUs fixed.
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Figure 4: Throughput scaling with GPU resources on ARGB-R, with 2 CPUs fixed.

dependencies. These workloads evaluate inter-task resource alloca-
tion and scheduling efficiency as concurrency increases, reflecting
scenarios in which multiple agent reasoning tasks execute simul-
taneously.

5 Experimental Evaluation

We evaluate Wenbo on real-world and synthetic workloads, focus-
ing on throughput, device utilization, and tail latency under mixed-
priority workloads.

5.1 Experimental Setup

Workload Configuration. All experiments use the datasets in-
troduced in ARGB. For simplicity, we assign every node an exe-
cution cost of one time unit, regardless of device type, and ignore
communication and other overheads. Within each comparison, all
methods process the same complete dataset in the same task order
and run until all inference tasks finish.

Baseline. We compare methods that support DAG-based reason-
ing workflows. Flash-Searcher [17] is a state-of-the-art approach
to DAG-based agent reasoning, originally designed for single-task
execution. We adapt it for parallel workloads by statically assign-
ing one GPU and one CPU to each reasoning task and reserving
both resources for the lifetime of its DAG.

5.2 Evaluation on ARGB-R

5.2.1 Throughput Scaling. Figures 3 and 4 show throughput as
the numbers of CPUs and GPUs vary, respectively, while the other
device type is fixed. We can find the following three key observa-
tions. First, Wenbo achieves 2x—4x higher throughput than Flash-
Searcher across all four datasets under identical resource configu-
rations. The reason is that: by scheduling ready nodes across DAGs,
Wenbo dynamically shares resources, whereas Flash-Searcher re-
serves them even when tasks await dependencies. Second, adding
resources of only one device type barely improves Flash-Searcher’s
throughput, whereas Wenbo benefits from additional resources in
most configurations. This further shows that by decoupling resource
allocation from task lifetime, Wenbo exposes more of the available
node-level parallelism. Third, Wenbo’s throughput gains eventu-
ally plateau as additional resources shift the bottleneck to the other
device type. This is because that the maximum gain from node-
level over task-level parallelism is bounded by the smaller of the
resource imbalance ratio and workload imbalance ratio. This be-
havior is consistent with the resource-capacity constraints estab-
lished in our theoretical analysis.

5.2.2 Device Utilization. Table 2 reports GPU utilization as the
number of CPUs varies while the number of GPUs remains fixed at
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Table 2: GPU utilization (%) on ARGB-R with the number of GPUs fixed at 2.

#CPU StrategyQA MuSiQue ToolBench ALFWorld
s
Flash-Searcher Wenbo GainT Flash-Searcher Wenbo Gain?T Flash-Searcher Wenbo Gain? Flash-Searcher Wenbo Gaint
1 36.833  99.940 2.71x 28.724  67.200 2.34x 20.803 34.894 1.68x 22.180  39.847 1.80x
2 73.650  99.940 1.36x 57.447 99.994 1.74x 41.604 69.785 1.68x 44356  79.684 1.80x
4 73.650 99.940 1.36x 57.447 99.994 1.74x 41.604 99.994 2.40x 44356  99.958 2.25%
8 73.650 99.940 1.36x 57.447 99.994 1.74x 41.604 99.994  2.40x 44356  99.959 2.25x
16 73.650  99.940 1.36x 57.447 99.994 1.74x 41.604 99.994 2.40x 44356  99.959 2.25x%
32 73.650  99.940 1.36x 57.447 99.994 1.74x 41.604 99.994 2.40x 44356  99.959 2.25x%
64 73.650  99.940 1.36x 57.447 99.994 1.74x 41.604 99.994 2.40x 44356  99.959 2.25x%
128 73.650  99.940 1.36x 57.447 99.994 1.74x 41.604 99.994 2.40x 44356  99.959 2.25%
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Figure 5: P99 first-service waiting time on ARGB-R as the number of CPUs varies, with the number of GPUs fixed at 2.

two.! Wenbo achieves higher GPU utilization than Flash-Searcher
across all four datasets, with utilization improvement ratios rang-
ing from 1.36x to 2.71x. In addition, we also find that the utilization
gains vary across workloads. The magnitude of the improvement
varies across workloads. For StrategyQA and MuSiQue, Wenbo
achieves nearly saturated GPU utilization even with a small num-
ber of CPUs, whereas Flash-Searcher’s GPU utilization remains
substantially lower. For ToolBench and ALFWorld, Wenbo requires
more CPU resources to approach full GPU utilization, indicating
that CPU-side execution and DAG dependencies play a more promi-
nent role in sustaining GPU demand for these workloads. Overall,
these results show that the effectiveness of heterogeneous resource
utilization depends on both workload structure and the scheduling
granularity.

5.2.3 Priority Scheduling under Mixed Workloads. Follow-
ing [6], we evaluate foreground latency under Poisson arrivals us-
ing two metrics: P99 first-service waiting time (from arrival to first-
node execution) and P99 end-to-end response time (from arrival
to DAG completion). We maintain 16 outstanding background re-
quests, replenishing each upon completion. Foreground and back-
ground requests are sampled uniformly with replacement from the
same workload-specific DAG set, differing only in priority. Fore-
ground arrivals follow a Poisson process at 20% of batch-average

"The CPU-scarce scenario can be obtained by swapping the two device types, yielding
similar conclusions. Due to space constraints, we focus on the GPU-scarce scenario
in the remaining experiments.

Table 3: P99 foreground response time (units) in the same-
source mixed-workload experiment on ARGB-R, with 2
GPUs, 8 CPUs, and 16 outstanding background requests.

Foreground P99 Response Time

Dataset Speedup?
Flash-Searcher Wenbo

StrategyQA 8.892 5.911 1.50%

MuSiQue 10.881 7.035 1.55x

ToolBench 11.458 7.251 1.58x

ALFWorld 29.631 18.837 1.57x

throughput. After warming up with 1,000 foreground requests, we
measure the next 10,000 and wait for all to complete.

As shown in Figure 5, Wenbo substantially reduces P99 first-
service waiting time across all workloads, achieving 2x-30x lower
waiting times than the baseline. We also find that the magnitude
of the improvement varies across datasets, reflecting differences
in their task-level device-demand distributions and, consequently,
in the devices required by the DAG nodes selected for first ser-
vice. Table 3 further shows that Wenbo reduces P99 end-to-end
response time by an average of 1.55x across all four datasets. The
smaller gains suggest that subsequent execution and dependency
constraints continue to contribute to tail latency. Overall, Wenbo
improves both foreground responsiveness and end-to-end tail per-
formance under mixed-priority workloads.
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5.3 Evaluation on ARGB-S

5.3.1 Scaling with Task Number. We generate synthetic DAGs
that match the structural distributions of the real-world ARGB-R
datasets, with 5.48 + 2.73 nodes and a depth of 4.42 +2.58. We eval-
uate two workload configurations. As shown in Figure 6(a), under
the CPU-heavy workload, the throughput speedup of Wenbo over
Flash-Searcher increases from 9x to 99x as the number of DAGs
grows. On the other hand, as shown in Figure 6(b), Wenbo shows a
smaller but consistent throughput advantage for Wenbo under the
balanced workload, with speedups increasing from 1.1x to 1.75x.
The reason is that the task node-type distribution better matches
device availability, reducing resource waste caused by task-level
resource pairing. Overall, both results align with our theoretical
analysis: the maximum speedup of node-level over task-level par-
allelism is bounded by the smaller of the resource imbalance ratio
and the workload imbalance ratio.

5.3.2 Impact of DAG Size. To evaluate the impact of task com-
plexity, we fix the number of inference tasks at 1,000 and vary the
number of nodes per DAG, while keeping the workload distribu-
tions and device configurations unchanged from the previous ex-
periment. As shown in Figure 7, although throughput decreases for
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both methods as DAG size increases, Wenbo maintains an approxi-
mately 99x throughput advantage over Flash-Searcher. This result
is consistent with our theoretical analysis of the upper bound on
the speedup of node-level over task-level parallelism. However, we
also notice that under the balanced workload (Figure 7(b)), the per-
formance advantage of Wenbo is less pronounced and diminishes
as DAGs grow. This is because balanced tasks and devices leave
less room for improvement through node-level parallelism. More-
over, larger DAGs expose more executable nodes, allowing Flash-
searcher to saturate the available devices and thereby reducing the
marginal benefit of Wenbo’s scheduling strategy.

6 Related Work

6.1 Agent Reasoning Systems

Frameworks such as LangChain, AutoGen, and BabyAGI support
agent composition, multi-agent interaction, and LLM-driven task
planning [4, 14, 25]. Distributed execution frameworks such as
Ray provide infrastructure for parallel task execution, while agent-
serving systems target the efficient execution of agent workloads [13].
Recent systems incorporate application- or program-level context
into agent serving. Parrot, Agentix, and ThunderAgent leverage
request dependencies, program execution state, and workflow re-
source information, respectively, to improve scheduling and re-
source management [8, 11, 12]. However, coarse-grained task-level
allocation can cause resource fragmentation because agent work-
flows interleave GPU-intensive LLM inference with CPU-intensive
operations, such as tool execution and memory retrieval. As a re-
sult, GPUs may remain idle during CPU-bound phases, while CPU
resources are underutilized during GPU-bound phases. Other work
optimizes resource utilization within LLM serving. Memory man-

agement and chunked-prefill scheduling improve serving efficiency [2,

10], DistServe decouples prefill and decoding to optimize GPU al-
location [30], and InferCept reduces context recomputation and
GPU resource waste during external interactions [1]. In contrast,
Wenbo coordinates dependent CPU- and GPU-bound operations
across complete agent workflows.

6.2 DAG-based LLM Reasoning

Tree of Thoughts explores alternative reasoning paths through tree-
based search, while Graph of Thoughts generalizes reasoning to

graph structures for more flexible composition of intermediate states [3,

27]. These approaches primarily improve reasoning quality rather
than optimize execution across concurrent workflows. Other sys-
tems exploit operation dependencies to expose parallelism. LLM-
Compiler identifies dependencies among function calls and exe-
cutes independent calls concurrently [9]. Ayo decomposes LLM
applications into fine-grained primitives and constructs dataflow
graphs to identify cross-module optimization opportunities [22].
Plato represents subquestion dependencies as a DAG and paral-
lelizes inference across nodes whose prerequisites are satisfied [7].
Agent execution DAGs pose additional challenges: dependencies
may evolve at runtime, nodes vary in granularity and resource de-
mands, and execution spans heterogeneous CPU and GPU work-
ers. Wenbo dynamically schedules dependency-ready nodes across
concurrent workflows, coordinating execution while exploiting avail-
able parallelism.
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6.3 Heterogeneous Resource Scheduling

Prior work has extensively studied resource allocation for cluster
computing and deep learning. TetriSched uses mixed-integer lin-
ear programming to schedule jobs with diverse resource require-
ments, Gandiva improves GPU utilization through time-slicing and
migration, and Optimus dynamically adjusts resource allocation
based on predicted job performance [16, 24, 26]. Gavel accounts
for accelerator heterogeneity through an effective-throughput ab-
straction [15]. These systems primarily target jobs or training tasks
rather than fine-grained operations in dynamically evolving agent
workflows. Model-parallel systems such as Alpa decompose model
computation into operators and map them across devices [29], ad-
dressing a different execution structure. For LLM serving, Llumnix
balances load through request migration [21], while Preble jointly
optimizes KV-cache reuse and computational load balancing [20].
However, these approaches do not directly address dependency-
aware scheduling of heterogeneous operations across complete agent
workflows. Wenbo integrates fine-grained execution with cross-
workflow resource scheduling. Specifically, its global scheduler dis-
patches dependency-ready nodes to appropriate CPU or GPU work-
ers, exploiting parallelism both within individual workflows and
across concurrent agent trajectories.

7 Conclusion

We presented Wenbo, a DAG-centric execution system for scal-
ing LLM-based agent reasoning. Wenbo decouples reasoning or-
chestration from resource management by incrementally material-
izing dynamic reasoning graphs into executable DAGs and sched-
uling individual computation steps across heterogeneous GPU and
CPU resources. We further developed a theoretical framework to
characterize the throughput benefits of DAG-level scheduling and
evaluated the system on synthetic and realistic agent workloads,
demonstrating significant improvements over task-level schedul-
ing. Our work highlights DAG-centric execution as a promising
approach to reducing resource fragmentation and improving the
scalability of large-scale agent services.
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